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Martyn Hammersley
WHAT IS EVIDENCE FOR EVIDENCE-BASED PRACTICE?

The power of randomized controlled trials, particularly as they feed into 
official health care guidelines, is enormous. They are a form of advice unlike 
ordinary advice; because of pressures to conform, there may be no option of 
refusal. The ‘scientific evidence’ has achieved a mythical status. It is 
excessively powerful rhetoric, a tool that so easily has become a weapon.
(Jadad and Enkin 2006:129)

There is a tendency for the notion of evidence-based practice to take on the character 
of an ideology in some quarters. In other words, it is treated as beyond question, so 
that anyone who raises doubts about it is regarded as either mad or bad: as incapable 
of recognising the obvious (who, after all, would want policymaking or practice not to 
be based on evidence?); or as acting on the basis of ulterior motives (for instance, 
‘supply-side prejudice’, which is often treated as a synonym for old-style 
‘professionalism’).1 The ascendancy of this notion has been achieved, to a large 
extent, by what we might call sleight of tongue; in other words, by illicit rhetoric. As 
one of the early commentators on evidence-based medicine noted, the claims made 
for it gave the impression that, previously, doctors had made their treatment decisions 
by consulting God or flipping a coin (Fowler 1995:838). In much the same way, 
advocates of evidence-based policymaking and practice in other fields often make 
spurious contrasts, describing what they are opposing in terms that are simply 
dismissive. Some years ago, in the context of education, David Hargreaves referred to 
practitioners as either relying on research evidence or on ‘tradition, prejudice, dogma, 
and ideology’ (Hargreaves 1996:7-8). Another popular contrast is between evidence 
and theory, where theory is treated as if it were sheer speculation (Chalmers 2005). It 
has also been suggested that decisions are either made on the basis of scientific 
knowledge or in terms of ‘fad’ and ‘fashion’ (Slavin 2002).

The trouble with these rhetorical contrasts is that they gloss over important 
questions. These relate, first of all, to what counts as evidence; and, secondly, to what 
the relationship can and should be between research evidence and the various other 
resources on which policymaking and practice must draw. 

The question of evidence

An obvious, but important, point to make is that research is not the only source of 
evidence available to policymakers or practitioners. Furthermore, research could not 
possibly provide all of the evidence that they might need for making decisions; this is 
because these decisions necessarily rely upon a huge range of background 
assumptions (Hammersley 2005b). So, at most, research evidence can only fill some 

1 There is a hint of this ideological orientation in Ann Oakley’s denunciation of critics of randomised 
controlled trials and systematic review as ‘resisting’ change, in other words as Luddites: Oakley 2006. 
See also Slavin 2002 and the material produced by the Coalition for Evidence-Based Policy 
http://exelgov.org/evidence In the field of medicine, Goodman (1999:249) has argued that the notion of 
evidence-based practice ‘is in danger of becoming a new and unchallengeable orthodoxy following its 
own political agenda’. He notes the failure of its advocates to engage with criticisms.
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gaps in, or repair some parts of, the framework of assumptions upon which 
policymakers and practitioners rely.

Furthermore, it is important to recognise that evidence is always evidence for 
or against some answer to a question; or for or against some proposed solution to a 
problem. The idea that there can be a neutral, multi-purpose, evidence-base that can 
supply answers to all of our questions is misleading. So, what counts as evidence, and 
what counts as supportive or conclusive evidence, depends on the question we are 
trying to answer, or the problem we are trying to solve. In the context of medicine, a 
randomised controlled trial (RCT), or a systematic review of several trials, can tell us 
about survival rates following some treatment, but it may not tell us about survival 
rates for different categories of person, or about the distribution of side effects across 
those categories. So, even in that part of medicine where RCTs are most effective, 
they will not always give us answers to all the relevant questions, despite their great 
value in answering some.

There are also limits to what kinds of evidence research can provide. It is often 
said that research can supply evidence about ‘what works’ or about whether some 
particular policy or practice is effective. But both ‘works’ and ‘effective’ are slippery 
concepts. The question they really address is whether a policy or practice is good or 
bad, or is better or worse than others. This is clearly a value issue, and it is important 
to underline that science, and research more generally, cannot provide answers to it; 
even though they may provide us with resources that help us to decide on an answer. 
Sometimes there may be sufficient value consensus in a field such that, if it is shown 
that some treatment tends to produce a particular kind of effect, we can immediately 
judge it good or bad. However, this is rare: there is less value consensus than is often 
assumed - even in medicine. And in the field of education the contentiousness of the 
value issues involved is even greater and more obvious.

Another problem is that, often, it is hard to answer questions about what are 
good and bad policies or practices in the abstract, separated from the particular 
circumstances in which the issue arises. In fact, we can guess that most social policies 
and practices are good for some of the people on the receiving end of them, bad for 
others, and indifferent in their effects on still others. The issue, often, is what is the 
nature and level of benefit, what proportions and types of people fall into these three 
categories, and what contextual features determine the distribution. Furthermore, 
often, there will be more than one set of stakeholders to a policy, with conflicting 
interests, so that the benefits and costs are likely to be weighed up from discrepant 
perspectives. 

These points can be illustrated via the example of banding and setting in 
secondary schools. Under some circumstances, these may improve the academic 
performance of specific categories of student but may depress the performance of 
others, notably those in the bottom or middle bands. But we may also have to weigh 
any effects these practices have on achievement levels against the implicit lessons 
they teach students, perhaps to the effect that there are fixed and stable differences in 
academic potential, or perhaps in intelligence more generally. While research can, in 
principle, tell us about the effects of banding and setting, under various conditions 
(though we should not underestimate the difficulties and uncertainties involved in 
this), it cannot on its own tell us whether or not these modes of organising the student 
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body are desirable. Moreover, the conclusion reached about this may differ depending 
upon whether we are looking at these practices from the point of view of universities 
who want to recruit students with high levels of academic subject knowledge, or from 
the perspective of reformers who are keen to resist what they see as the social 
exclusion of substantial numbers of secondary students from the knowledge and 
learning to which they are entitled.

Much talk about what is ‘effective’ or ‘what works’ obscures these 
complexities. So, my first general point is about the limits to what research can supply 
in relation to what is needed by policymaking and practice. Let me turn next to the 
arguments found in advocacy of evidence-based policymaking and practice about 
what particular research methods can offer. 

Positivism and the privileging of particular sources of research evidence 

One of the criticisms made of the idea that research should serve evidence-based 
practice has been that it involves a positivistic conception of research. Of course, the 
term ‘positivism’ has to be handled very carefully, since it is often used simply as a 
means of dismissing an approach with which the speaker disagrees. So let me try to be 
clear about what I mean here.2 

First of all, many of the arguments for evidence-based practice are positivistic 
in the sense that they exaggerate the capabilities of particular kinds of quantitative 
method; notably, randomised controlled trials and systematic reviews. It is certainly 
true that the randomised controlled trial has great strengths, notably in potentially 
allowing us to rule out rival explanatory factors, on the basis of statistical calculations 
of the probability that these were in play. Furthermore, even by comparison with 
smaller experiments, the large scale of RCTs means that we are more likely to be able 
to detect causal effects above the level of random error. As a result, for some purposes 
and in some contexts, this method will work well in providing us with factual 
information about the effects of particular treatments. However, there is a series of 
problems associated with randomised controlled trials that need to be taken into 
account; just as there is with any other method. None of these problems is news to 
most people who have been closely involved in running RCTs, but their significance 
(and recognition of this) does vary considerably across different areas of work. I will 
mention a couple of problems.3

First, the treatment being examined needs to be clearly identified, and must be 
relatively standard across applications. Yet this is hard, perhaps impossible, to achieve 
where the treatment is primarily a social process operating in many different contexts, 
and where the people administering the treatment are not in total control of the 
situation. In education, any application of a particular ‘treatment’ is likely to take a 
variety of forms across different classrooms. This introduces a significant source of 
error, and it may not just be random error. Equally important, the outcomes that are of 
concern in educational fields are almost always multiple and hard to measure with any 
2 Elsewhere, I have examined positivist philosophical ideas in some detail, in an attempt to indicate 
what can be learned from them: Hammersley 1995:ch1.
3 There are also some issues concerned with  the logic and rationale for the randomised controlled trial 
that I will not discuss here: see Worrall 2002 and the references cited there.
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accuracy. Randomisation to reduce the effect of background differences, the great 
strength of randomised controlled trials, is not much help in dealing with either of 
these problems, and they cannot be easily resolved in an effective way. Furthermore, 
attempts to deal with them will often worsen external validity.4 And, of course, this is 
the key formal weakness of RCTs – they do not usually operate with representative 
samples of the population to whom the treatments will subsequently be applied. 
Moreover, even if an attempt is made to employ a representative sample by means of 
statistical sampling, variation in patient and doctor consent is likely to produce a 
working sample whose representativeness is uncertain.

The use of double blind procedures is also usually recognised as being 
important for the effectiveness of RCTs. It is widely recognised that the expectations 
of trial participants, both subjects and those involved in administering the treatment, 
can have a significant effect on outcomes. However, it is often impossible to 
operationalise these procedures in investigating the effects of educational policies or 
practices. While it is sometimes relatively easy to disguise from a patient whether he 
or she is receiving the drug being tested or a placebo, many educational ‘treatments’ 
cannot be disguised. The result of this is that a major source of potential error remains 
uncontrolled.

So, the first element of positivism I am ascribing to much discussion of 
research-for-evidence-based-practice is an exaggerated respect for quantitative 
method stemming from a neglect, or underplaying, of the methodological problems 
surrounding it. This is not to imply that such research is of no value, nor to suggest 
that other kinds of research are free from problems – they certainly are not. The point 
is that the case for evidence-based practice is premised on the idea that scientific 
research, of particular kinds, can produce knowledge whose validity is certain, as 
against much weaker ‘evidence’ from other sources. But this is a matter of degree, 
and the validity of the findings from RCTs is likely to vary just as much as that from 
research using other methods: the results should not be taken at face value on the 
basis of the research design employed. Furthermore, this is true even when trials have 
been replicated, or synthesised via systematic reviews, since the same types of error 
may operate across all or most of the studies concerned. One reason why this may 
happen is because subsequent studies model themselves on previous ones, as they 
must do if they are to count as replications.

Let me mention another respect in which much of the thinking about research 
by some advocates of evidence-based practice is positivistic. This is that what is 
demanded is that research should follow an explicit set of procedures so that it is 
‘transparent’ and repeatable. I will discuss this in relation to systematic reviews, 
though it also applies to primary studies as well. 

It is certainly the case that in order to evaluate any review, or any piece of 
research, we need information about how it was done. It is also true that many so-
called traditional reviews of research literatures do not provide all of the information 
that could be relevant. We do need to encourage people to read research reviews in a 
more critical fashion, taking account of the fact that how these were produced will 
have consequences for the conclusions reached. But, having said all this, there is no 
way in which one can make the reviewing process transparent, in the sense of it being 
4 This is what is often referred to as ‘the experimenter’s dilemma’, see Jung 1971.
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open to sound assessment by anyone, irrespective of their background experience and 
knowledge. Thus, for example, while lay audiences, such as policymakers and 
practitioners, can evaluate research findings against their own knowledge and 
experience, and it is important for them to do this, it is much more difficult if not 
impossible for them to make an assessment in research terms: judging new findings 
against the background of the current state of the field, relevant methodological 
considerations, etc. To believe that the task of reviewing research literatures can be 
made transparent is to forget the expertise involved in doing research and in 
producing reviews, and how this relies not just on relevant reading but also on tacit 
knowledge, judgment, and skill. Readers who do not already have expertise in the 
relevant area of research, and in literature reviewing, may have difficulty making 
good use of information about how a review was done; and will often need more 
information than can actually be given in order to assess its conclusions soundly, 
because what they lack is the tacit knowledge that is embodied in the activities of 
research and reviewing.5

Furthermore, what people are likely to do, when they do not have all the 
relevant knowledge and skills, is to latch on to particular features of a study (for 
example, whether or not there was a control group, whether there was random 
allocation between treatment and control, or how big the sample was, etc) and draw 
conclusions about the likely validity of the findings solely on that basis. Yet, even 
though these features can be important, they do not totally determine the validity or 
the value of any research findings. Their importance will vary depending on the 
nature of the knowledge claims, the likely threats to validity, and so on. Even if there 
are weaknesses in the above areas, this does not mean that the findings should be 
dismissed, but at most only that they should be treated with caution. We need to 
remember that there is no such thing as the perfect review, or the perfect research 
design; and the significance of any defects in a study or a review will vary depending 
upon the purposes for which we wish to use its findings. 

Moreover, defects in both primary studies and reviews arise not just because 
of human failings or limited resources but also because in carrying out these kinds of 
work we always have to trade off some positive features against others. For example, 
in deciding how many cases to study, or how exhaustive to try to be in searching for 
relevant literature in doing a review, we have to trade off the advantage of large 
numbers and near exhaustiveness against that of examining a smaller number of 
cases, or a less than exhaustive body of literature, in greater depth. None of us has 
infinite amounts of time and other resources, and for this reason we have to make hard 
choices that weigh the value of one thing against that of another. 

What this implies is that there is no single hierarchy of methods or designs, 
such that one (whether the randomised controlled trial or the qualitative case study) is 
at the top and the others are ranked below. There are advantages and disadvantages to 
different ways of doing research, and it is never possible to maximise all the benefits. 
Not even combining quantitative and qualitative methods will do this, even though 
this strategy may be of value. This is because, when trying to relate evidence from 

5 My use of the concept of tacit knowledge here follows Michael Polanyi’s work in the philosophy of 
science (Polanyi 1958). His account is specifically anti-positivistic, but in no sense anti-science. He 
argues that even natural scientists necessarily rely on knowledge and skills that they do not, and often 
could not, render explicit.
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more than one (necessarily) imperfect method, we are faced with difficult decisions 
about how to make sense of discrepancies, and even about how much reliance should 
be placed upon any agreement in the results. Furthermore, the same general point 
applies to producing literature reviews: there is no one single best way, though there 
are certainly better and worse ways of carrying out particular reviews.

Up to this point, I have outlined limits to what research can offer in terms of 
evidence, and highlighted the advantages and disadvantages that are associated with 
any research approach - making clear that there is no single royal road to producing 
sound research evidence. It is also important to remember that all research evidence is 
fallible: the findings may be wrong however well the research was done. This does 
not mean that the validity of all findings is completely uncertain, or that the findings 
of all studies are equally likely to be wrong. What it does mean is that any evidence is 
always open to challenge, and that we must distinguish between reasonable and 
unreasonable challenges; a task for which there is no rigorous and transparent method 
that guarantees sound judgments.

Evidence for practice?

Let me turn now to the other side of the issue, to how research evidence relates to the 
work of education. It seems to me that some discussions of evidence-based practice 
do not simply have a positivistic conception of research but also an overly 
rationalistic view of the nature of practice. In other words, they seem to assume that 
practitioners make decisions - or, rather, should make decisions - in more or less the 
same way that some positivists believe scientific research ought to be carried out: by 
following a set of transparent procedures, and relying solely on what the evidence or 
data ‘shows’. Thus, it is argued that the basis for decisions must be explicit evidence 
whose force anyone, lay audiences included, could recognise. In recent times, there 
has, of course, been a great deal of pressure on professionals in the public sector to 
make their practice transparent in this way. Targets must be set, courses of action 
specified in written plans, and achievement measured. The requirement that practice 
be evidence-based has become influential at least partly because it fits neatly into this 
managerialist programme that has become so influential in recent years, in education 
and elsewhere.6 

Of course, professionals should not be allowed to be unaccountable, nor 
should they get away with mystical references to specialised knowledge or esoteric 
intuition. But the point is that practice cannot be made completely transparent in a 
way that eliminates the need for specialised expertise relying on tacit knowledge, skill 
and judgment. And, as with research, trying to make it transparent soon becomes 
counter-productive. For example, the pursuit of goals comes to be displaced on to 
meeting performance indicators or following the rules specifying ‘good practice’ that 
are held to derive from research evidence, or from elsewhere. 

This point connects to a major dispute about the nature of professional 
practice, in fact about the nature of human practices in general - one whose roots lie in 
the work of Aristotle. In his book Back to the Rough Ground, Joseph Dunne provides 
an excellent history of some of the arguments about the nature of practice, in 
6 On managerialism and the audit society, see Pollitt 1997 and Power 1997.
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particular about the extent to which it necessarily involves what the ancient Greeks 
called phronesis (Dunne 1997). This refers to expert judgment based on experience 
and on reflection about that experience. What this concept indicates is that the choice 
is not between simply relying on subjective (and therefore, as is commonly but 
wrongly assumed, arbitrary) judgment or basing decisions on transparent procedures. 
Judgment can be exercised in better and worse ways, and it is inevitably involved 
even when we use research evidence. 

An equally important source of this idea is Donald Schön’s work on reflective 
practice (Schön 1983 and 1987). He had a rather narrow view of the role of research 
in relation to professional work, but he is certainly right that the latter cannot be 
based on research evidence in the way that sometimes seems to be suggested. Of 
course, advocates of evidence-based practice often deny that they are claiming that 
research should determine what practitioners ought to do in particular cases, and they 
sometimes acknowledge the role of professional judgment. One way they emphasise 
this is by switching terminology from ‘evidence-based’ to ‘evidence-informed’ 
practice. However, this modification in their message severely reduces the news value 
of what they are claiming: at most all they are now asking is that practitioners take 
account of research findings, which is hardly a novel suggestion; and we are left with 
questions about to what degree or in what respects this should be done. What is now 
involved is a matter of degree, not a contrast between one kind of practice and 
another, between reliance on evidence or on prejudice, fad, etc. Furthermore, most 
advocates of evidence-based practice have not addressed, in any effective way, the 
genuine difficulties that practitioners experience in knowing how to weigh evidence 
coming from different sources: from research, from their own experience, from 
colleagues, etc. Indeed, when promoting evidence-based practice its advocates 
frequently lapse back into privileging evidence that is explicit, propositional, and 
externally validated by research as against personal judgment or collective wisdom. 

It is also important to recognise that good practice, in many fields, allows for – 
indeed demands – the use of trial and error.7 And this is legitimate because, often, the 
decisions involved are not as consequential as some of those which are faced in 
medical practice, and/or they are not irreversible. Trying out strategies to discover 
which one seems to work in a particular case may often be possible without 
significant cost, and indeed may be the only effective option. However, this is 
something that the rhetoric of evidence-based practice discourages.

So my point in this section of the paper has been that advocates of evidence-
based practice effectively dismiss or downplay the role of judgment, tacit knowledge, 
and trial-and-error in professional practice. Yet, these cannot be eliminated, and if 
they are not given their due weight in particular circumstances the decisions that are 
made will be worse than they could otherwise have been. 

Evidence-based practice as policy

Let me turn, finally, to policymaking as a form of practice, and to the political role of 
the evidence-based practice movement and its likely consequences. What was said 
7 Glouberman (2007:x) argues that this is essential even in some areas of medicine, those where 
complexity reigns, for example chronic illnesses and multi-system disease.
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above about the nature of practice – in particular, the necessary reliance on judgment 
and tacit knowledge – applies as much to policymaking as it does to forms of 
professional practice. Researchers often forget this when they complain that 
policymakers have not based policy on research findings. It is false to assume that 
good policy can be directly derived from research findings; or that policymaking can 
follow the same logic as that involved in doing research. Here too there is necessary 
reliance on expertise that is to a large extent tacit rather than propositional and explicit 
in character; and what amounts to good policy depends upon the goals being pursued 
and the characteristics of the situation faced; and is always open to judgment from 
diverse perspectives.

There is an additional point here. This is that policymakers have to take into 
account some considerations that are not specifically about whether or not a policy is 
likely to ‘work’, to use that unsatisfactory word. For example, they need to judge 
whether it is going to be possible to persuade key stakeholders of the value of the 
policy, whether the policy is going to have significant knock-on effects in relation to 
other things they are doing; and, in the case of politicians, whether it is going to 
damage their chances of being re-elected. We might like to believe that new policies 
could be adopted purely on the basis of judgments about whether or not they will 
work better than current ones, but - given the way the world is (and probably not just 
how it is at the moment) - this is not the only consideration that policymakers need to 
take into account. 

Now I am not denying that policymakers may currently give too much 
emphasis to these other considerations. In fact, I believe that much recent 
policymaking in the UK reflects this, particularly but not exclusively in the sphere of 
education: that this has frequently involved trying to do too much, exercising too little 
deliberation and thought about the assumptions on which policies are based or the 
practicalities of implementation, giving too little weight to the knowledge and 
experience of those who deal with the problems first hand, and not making enough 
use of pilot schemes. But we should not assume that policymakers are ever likely to 
be able to act on the basis of the sort of ‘rational model’ that is sometimes assumed in 
advocacy of evidence-based policymaking.8 

I am not suggesting that all advocates of the evidence-based practice model 
are ignorant about the realities of policymaking. But I am saying that what they 
frequently assume about how policymakers will use research evidence betrays a naïve 
conception of the conditions under which policymakers operate, and of their primary 
concerns. I know that, in part, advocates of evidence-based policymaking are trying to 
make policymakers conform more closely to the rational model. And this may be 
desirable, up to a point. But, as I have already indicated, the role of phronesis, of 
experience, expertise and judgment, is as important in policymaking as it is in other 
forms of practice; and the insistence that all policy decisions should be validated in 
research terms could have undesirable consequences in this context just as much as 
elsewhere. 

Conclusion
8 There is a considerable literature questioning this rational model of policymaking. See, for example, 
Lindblom and Cohen 1979.
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In summary, then, advocacy of evidence-based policymaking and practice tends to 
assume that research can provide sound evidence about what should be done that is 
more reliable than that from any other source; and that, if practice is based on 
scientific evidence, the outcomes will be dramatically improved. I have offered some 
reasons for doubting this. I have pointed to important limits on what research can 
supply in the way of evidence. I have also noted that the character of most forms of 
practice, including policymaking, is such that they could never be based on or 
determined by research evidence. They necessarily draw on evidence from other 
sources, and rely on judgment. This means that the belief that through making policy 
and practice evidence-based it can be rendered transparently accountable is false.

In addition, I have suggested that, beyond a certain point, efforts to render 
practice evidence-informed and explicit are likely to have deleterious effects. The 
danger is that this will undermine the expertise and confidence of professionals, or 
discourage them from using the expertise they have; and the result may be that the 
decisions they make are worse rather than better. I am not arguing that the whole case 
for evidence-based policymaking and practice is false, or that all of the criticisms that 
have been made of it are true. However, I do think that there are some genuine and 
very difficult questions about what is good policymaking and good practice that need 
to be given more attention. Policymakers and practitioners should certainly draw on 
evidence from randomised controlled trials and systematic reviews, but these are only 
one kind of evidence that they ought to take into account; and no research evidence 
can, in itself, tell them what to do. The decisions they have to make are more complex 
than most of the arguments for evidence-based practice allow, and what can count as 
evidence is more diverse. 

Throughout this discussion I have taken my title to refer to the question of 
what should count as evidence for policymakers and practitioners, suggesting that 
while social science research has a role it is not the only source of evidence; and that 
there is little justification for treating randomised controlled trials and systematic 
reviews as the only legitimate source of research evidence. There is, however, a 
different reading one can give to my title: it could be seen as raising the question of 
what evidence we should use to assess the value of ‘evidence-based practice’. Should 
the issue be decided by means of randomised controlled trials and systematic reviews, 
or should other kinds of evidence also be employed, perhaps including the sorts of 
methodological and philosophical argument presented in this paper? As some critics 
have pointed out, the notion of evidence-based practice has not been supported by the 
sort of evidence on which it claims decisions ought to be made: there has been no 
demonstration that it ‘works’ better than alternatives. However, this second reading of 
the title simply poses the same question at a different level. Thus, even if advocates of 
evidence-based practice were to provide the sort of evidence they privilege to 
‘demonstrate’ that this form of practice ‘works’, it would not resolve the debate – 
since the issue is precisely about what should count as evidence. I do not believe that 
this renders the disagreement irresolvable, but it does make mutual understanding 
difficult, and it renders assessing the truth of the claims made on both sides harder. 
Yet the issue could hardly be less important. It is essential, if progress is to be made, 
that we pursue dialogue that takes account of arguments on both sides, rather than 
engaging in ideological dismissal.
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